
Purpose
This paper describes a system that records the finished outbound program 
stream and performs an automated analysis of the captions. The accuracy, 
completeness and synchronicity can be measured on a continuous basis for 
every stream without human intervention while placement can still be spot 
checked or subject to human review.
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Executive summary

Ensuring the quality of every aspect of video programming that is delivered to 
viewers has long been a priority for leading broadcasters. Each aspect of the 
outbound signal, including video, multiple audio tracks, captions and associated 
metadata can be verified using modern automated tools. Due to new laws and  
FCC regulations, more attention needs to be given to certain aspects of the 
delivered signal, including caption accuracy, synchronicity, completeness and 
placement on the screen.

Alarms can be set and reports generated to show whether the quality goals 
have been achieved for a given time period, and the actual signals can be 
stored for extended time periods if needed to comply with an FCC request. 
These automation solutions can enable broadcaster and networks to monitor 
caption quality in a scalable way while enabling them to compare captions, track 
performance over time and issue critical feedback to improve the caption process.

Captions have been required for broadcast television signals in the U.S. for over 
a decade now, and are being used by more viewers than might be presumed. 
All new programming (with certain exemptions defined by the FCC) broadcast 
after January 1, 2006 must include captioning. Spanish language captions have 
also been required on programming since 2010.1 Users of captioning are not just 
restricted to the deaf and hard of hearing – anecdotal reports about Netflix and 
other distributors indicate that 20-30 percent of the streams delivered to viewers 
have captions displayed. There can be many reasons why viewers who are neither 
deaf nor hard of hearing may want to use captions, including noisy environments 
(such as a sports bar), when sounds from a television may be undesirable (such as 
while others are sleeping) or, in most cases, simply to make it easier to understand 
what is being said during a program (a sort of audio forward error correction).

Users of captionaing are not restricted to the deaf or hard of 
hearing. 20 - 30 percent of streams delivered to users by Netflix 
and other distributors have captions displayed. 

Unfortunately, captions once were of uneven quality. Caption accuracy below 95 
percent does not provide users with significant value and can actually impair their 
overall experience. Captions were sometimes regarded as a necessary evil, to be 
supplied at the minimum cost possible. Monitoring tools were used merely to ensure 
that captions were present on an outbound signal, not to make an assessment of how 
suitable the captions were to viewers who used them. This “laissez-faire” attitude 
toward captioning generated complaints about quality, and eventually prompted 
the FCC to create new rules about caption quality, known as rules 14-12.2 Once this 
regulation came into effect in early 2015, program originators, broadcasters and 
multichannel video programming distributors assumed a duty to ensure that high-
quality captions are provided for the content that they create and deliver to viewers.

Tools for checking files to assess the quality of incorporated captions have 
been available for some time. To be useful to broadcasters, these tools need to 
be coupled with automatic broadcast logging systems for two reasons. First, a 
significant amount of content is broadcast with captions generated in real time as 
part of the linear workflow. Second, there are a number of points along a modern 
workflow path where caption data can be altered or damaged, and the only way to 
measure actual caption performance with confidence is to gather signals as close 
as possible to the end of the broadcast chain.
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The balance of this paper is divided into several sections. The first section 
presents and discusses the caption quality rule that was issued by the FCC. The 
second section describes the process of capturing the actual broadcast output 
streams. The third section describes the technology that is used to analyze the 
captions to evaluate their quality.

The FCC’s rules 14-12

In February 2014, the U.S. Federal Communications Commission (FCC) published 
a report and order number 14-12 that requires video programming distributors 
(VPDs  – both single-program and multi-program) to achieve certain quality targets 
for their signals beginning no later than March, 2015. The following excerpt of the 
FCC ruling3 describes the key requirements for caption quality:

FCC rules for TV closed captioning ensure that viewers who are deaf and hard of 
hearing have full access to programming, address captioning quality and provide 
guidance to video programming distributors and programmers. The rules apply to 
all television programming with captions, requiring that captions be:

Accurate

Captions must match the spoken words in the dialogue and convey background 
noises and other sounds to the fullest extent possible.

Synchronous

Captions must coincide with their corresponding spoken words and sounds to the 
greatest extent possible and must be displayed on the screen at a speed that can 
be read by viewers.

Complete

Captions must run from the beginning to the end of the program to the fullest 
extent possible.

Downstream performance assurance

Allows tracking of signal quality levels after they have been handed off to 
distribution partners or other entities that are involved in delivering signals to the 
ultimate viewer.

Properly placed

Captions should not block other important visual content on the screen, overlap 
one another or run off the edge of the video screen. The rules distinguish between 
pre-recorded, live and near-live programming and explain how the standards 
apply to each type of programming, recognizing the greater hurdles involved with 
captioning live and near-live programming.

Looking at the above, one thing is clear: the requirements are non-technical, 
meaning that they don’t include specifications or measurements that yield a 
numerical result. Instead, the rules describe a set of desirable outcomes, and 
also describe a set of best practices intended to improve captioning accuracy 
(giving lists of proper names in advance to captioning services that are covering 
live events, for example). Consumers are now also permitted to file complaints 
directly to the FCC. Accordingly, VPDs are required “to maintain sufficient data to 
respond to consumer complaints and provide the Commission with information 
needed to make a determination as to the VPD’s compliance with the closed-
captioning requirements … such data must include (though it need not be limited 
to) information about the VPD’s efforts to monitor, maintain and conduct technical 
checks of its captioning equipment and other related equipment to ensure the 
pass through of captions to viewers.” Furthermore, these records must be kept for 
up to two years.

The FCC rules are non-
technical. They describe a 
set of desirable outcomes 
and a set of best practices 
to improve captioning 
accuracy rather than 
include specifications or 
measurements that yield a 
numerical result. 
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Broadcast stream capture

VPDs have many responsibilities to their viewers. Some of these are mandated 
by government regulations, and others are simply good business sense. By 
recording output stream(s) in real time, files can be created for use in many 
different analysis tasks. In addition, these files can be stored for a period of time 
to act as a comprehensive log of all output signals, supporting later analysis and 
verification tasks. Stream capture is best performed at a point as close as possible 
to the end of the content creation or playout chain. This should be where all of 
the key elements of the signal have been created and placed into their proper 
location within the output signal. If at the monitoring point the stream has already 
been compressed, it can be recorded directly. If not, a high-quality compression 
encoder can be used to reduce the bandwidth down to a point where the signals 
can be economically stored. The crucial aspect of the capture point is that it 
occurs after all of the major signal processing functions have been completed, so 
that an accurate portrayal of the outbound signal is preserved for analysis.

Caption measurement

One of the early quality gurus, H. James Harrington, once said, “Measurement is 
the first step that leads to control and eventually to improvement”. Captioning 
is not exempt. This is a critical first step to improve caption accuracy.

The main challenge of analyzing captions is having a method that is robust enough 
to handle many different speakers, who may have wildly different intonations and 
accents in a variety of different audio environments. One possible mechanism for 
accomplishing this is to use humans to listen to the audio tracks while reading the 
captions and noting differences. This approach is expensive, not scalable, and 
hard to make repeatable (not to mention extremely boring). It also fails to deliver 
a reliable measurement score that could be used to track performance over 
time. Automated solutions are critical for this task, particularly for multichannel 
operations that might need to monitor tens or even a hundred outbound feeds.

Finding a method that is robust enough to handle many 
different speakers who have wildly different intonations 
and accents in a variety of different audio environments  
is the main challenge of analyzing captions. 

Analyzing the accuracy of a caption is less complicated than a true speech-
to-text (STT) application, such as the ones available on many smartphones. In 
particular, since the text for the audio is already available, the task becomes one 
of measuring how closely the caption text matches the audio signal, not trying to 
create text for spoken words. This is more accurate, does not require a dictionary, 
works across a wider variety of speakers without any training, and requires less 
computation than having a highly accurate STT engine running on the audio 
track and can lead to a much more scalable solution. Additionally, while Google 
boasts their speech-to-text accuracy is above 92 percent, and it is improving 
all the time, this is still far shy of the accuracy needed to measure the output of 
human captioners who are typically more than 98 percent accurate. Using STT 
to measure caption performance would be like using middle schoolers to grade 
college essays.

Analyzing the accuracy of a 
caption instead of using a true 
speech-to-text (STT) application 

• Is more accurate

• Does not require a dictionary

• Works across a wider variety of  
 speakers without training 

• Requires less computation than a  
 STT engine

• Can lead to a more scalable solution
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The first step in analyzing captions is to create a phonetic index file of the audio 
track that has been captured. This process can take place much faster than real 
time (40-200 times faster, per processor core) and only needs to be done once 
per audio track. Since the English language consists of 44 phonemes, the result  
is an ordered index file that has the precise time of each phoneme that is  
detected in the audio.

The next step is to parse the captions to determine the phonemes that are 
represented by the text. This is a relatively straightforward process that is similar 
to the process used in text-to-speech algorithms. In this case, the result is again 
represented as phonemes rather than complete words, so that matching can take 
place. This helps to significantly simplify the process, because it removes the need 
for training the algorithm for individual speakers and eliminates the need for a 
dictionary of terms, which could require frequent updating.

Determining the correlation between the phonemes derived from the audio track 
and the phonemes derived from the captured captions is the next step. This is an 
iterative process, which uses a best-match algorithm to determine how closely the 
caption segments match each portion of the dialogue. The result of this step is a 
confidence score for each caption segment, along with a start and stop time for 
each section of the dialogue.

Figure 1 Shows a representation of  
step 1, creating a phonetic index file of  
a captured audio track.

Figure 2 Shows a representation of  
steps 2 and 3, parsing the captions 
to determine the phonemes that are 
represented by the text.
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The generated data can now be used to evaluate performance against accuracy 
and synchronicity FCC criteria. The accuracy of the captions can be assessed 
by looking at the confidence scores, with higher confidence levels meaning that 
captions more closely match the dialogue. The completeness of the captions can 
be measured by comparing the amount of dialogue detected in the audio track to 
the amount of caption text while marrying that with the ad/program boundaries 
derived from the automation system’s As-Run-Log (ARL). The synchronicity of the 
captions can be measured by comparing the time stamps of the detected phonemes 
to the timing of the presented captions. (Note that the acceptable amount of caption 
delay will be longer for live programming than for pre-recorded programming).

A major benefit of using recorded broadcast streams for caption quality 
measurements is that the captured files can easily be stored for 30, 60 or more 
days. In case of a complaint, these files can be retrieved and analyzed by either the 
broadcaster or a third party to evaluate the quality of the captions. Additionally, the 
specific errors can be exported and delivered, helping improve the accuracy of the 
feedback. It’s the caption equivalent of having game-day video footage for review 
of the game.

If ARLs are also provided to the caption analysis system, a determination can be 
made if portions of the outbound signals are not captioned because they contain 
short-form content (such as advertisements) that are not required to be captioned, 
or if captions are actually missing from parts of the outbound signal.

Broadcasters can use the results of these analyses to detect problems in their 
captioning systems and to evaluate the performance of captioning providers. The 
reports can be used to fulfill the FCC’s requirement to store records documenting 
compliance with captioning standards for two years. Plus, these reports can be 
provided to downstream program distributors to establish the quality of generated 
captions at system handoff locations to aid in troubleshooting and complaint 
resolution. Perhaps most importantly, these performance reports can provide 
critical measurement and feedback into the captioning process to identify process 
improvements that ultimately deliver better quality captions, and hence, overall 
program quality of experience.

Conclusion

Through the use of automated output signal capture and caption analysis, 
broadcasters now have a tool that can be used to consistently check all outbound 
streams for compliance with the quality guidelines that have been in place from 
the FCC since 2015. Through the use of advanced software tools, every segment 
of every program can be measured for caption accuracy, and synchronicity, and 
completeness without human intervention. Results can be logged and used for 
system alerts and overall reporting, as well as for meeting the FCC’s requirement for 
two years of compliance data retention. Recorded files can be stored for reference 
purposes or to address inquiries from consumers or regulators. Through the use 
of automated systems, it is now possible for broadcasters to provide full analysis 
of all captioned content, thereby helping to ensure the quality of an often overlooked 
program feature that is used by a significant portion of today’s viewing public.
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